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Closed Al Open-weight

R AP/ IRB R & %% Checkpoint / FiARiRE
TANE, g izRA BERWIEHIESSHRE

ff: GPT. Claude. Gemini 5: Qwen. Gemma. Llama.

Kimi. DeepSeek. MiniMax

Open-recipe

ERMRERECLL / 18D / BCE /
Checkpoint
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Instella
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Weights
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Data

revision / license
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Code

config / checkpoint

ke S

04

System

driver / topology

05

Cost

GPU-hours /
boundary

IR IBAIE 5 Z MR checkpoint,
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IVERL 1= (RS

$1.50M $718.8K $199.7K

Llama-3.2-3B SmolLM3-3B OLMoOE-1B/7B
reported H100 GPU-hours reported count X time reported count X time
FIRINE FIRECH FRECH
T — $6.9K
J\E = ! i--1 T 2 Puro-2B (&%-2B)
E m ° measured active-training GPU-
hours

— A
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IMEBY)IZRRI R4S —1$ BE Pareto BiiA

65 Falcon-H1-Deep-1.58| _______ O-----@
. P __________ Qwen2.5-1.5B Qwen3-1.7B SmolLM3-38
$ YuLan-Mini
E 60 Puro-2B ($6.9K) + o O
w !
J:-:-! * ,’ Qwen2-1.58 LFM2.5-1.28 Qwen2-1.5B score (55.14)
55 - W mmmm e — e e [ T — S5-12B e ——
—E Puro-2B ($4.4K) / - O Instella-3B O Llama-3.2-38
S + |MobileLLM-R1-950M [ |
g 50 ;
2 : (] ©
E !' Gemma-2-2B OLMoE-ATB/7B
@ 45 ‘«’
g )/ Shape/color: artifact access; fill: estimation basis
g 40 '.-: Bl Open-weight
o 35 S @ Open-recipe
; J @ Derived by Reported Compute
I
g 20 K O Derived by Estimated Compute
= "Gemma:}]BfPT ¥ Final Puro-2B
25 |j —--- Pareto frontier (other models)

$5K $10K © $30K

" $100K

$300K $1M

Reproduction cost (USD; log scale)

B AIRE QR TR MM, Yy 15 PEENRBIIEMNTIES.
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Puro-2B
Avg 57.81

$4.4K

uniform
checkpoint
2812 Qwen2-1.5B

05



£53R 2 /| PURO SCALING LAW

Puro Cost Scaling Law

56 1 Puro-2B ($4.4K)

55 A
54

53 1

52 A

Mean score across 15 benchmarks (%)

|| Fit: P=a+blog; (C—Cp) Puro-2B 2 40x
58
Cpi = USD 1.8K (fixed); RMSE = 0.209 *"‘;F; ““““ —-8T
| .65x :o -
577 Curriculum -

Qwen2-1.5B: 55.14

Filled = actual; open = fitted estimate
€ Curriculum
¥ Puro-2B

Fit over observed budgets
Extrapolation

$2.2K
$2.2K

——
$4.4K

! " ! I I
$6.9K $11.4K $16.6K

Reproduction cost (USD; log scale)
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P=a+blog,(C — C,)

HitE. Co EIEA $1.84K: RIUE Phase 2 B
1B E AR

#5310 29 $4.4K B9 uniform checkpoint 148E
B2t Qwen2-1.5B
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ZR3/FEBE

& B Pipeline #1%s

Data recipe

Score

Common A > E’ > — [ — ]

Practice
illustrative .

curated mixture

public + closed data

@ / select
Puro-2B (] L . —

Recipe

pen, low-cost open sources

proxy-guided recipe
no manual labels
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Compute

[ — 1
[ —1

N

data-center GPUs

high fixed cost

@ ®

o

RTX 5090 cluster

consumer-grade GPUs

lower cost / FLOP

Pre-training

BF16 |

AdamW / Muon ‘

peec 4‘ mid-train —D-O

long pretraining run checkpoint

Blockwise FP8 [ e \

avg

Phase 1
439B

931B ‘|const 29B|—>®—>O

curriculum data recipe checkpoint
(best)
decay 960B —D—O

uniform data recipe checkpoint
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Rarigit 1/ B fHEE

71+ 243%+E RTX 50907

SZRTaBEEN (8/16)

B s Troops  EE N[ P2P HE BF16 EFLOP/$
A100 SXM4 312 N/A 80GB  |600 GB/s $1.79 0.63
H200 SXM5 989.5 1979 141GB {900 GB/s $4.00 0.89
RTX PRO 6000 503.8 1007.6 96 GB 128 GB/s $1.89 0.96
RTX 5090 209.5  |419 32GB  |128 GB/s $0.31 2.43

2.7TX

BF16 peak compute / $
IEEMRERAZEEMTE (FPI2BEZRM) it
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F#4tigit 2/ Rk

RTX 5090 R{8E, BRfidfta

CPU Socket 0

RTX 5090 -

RTX 5090 -

UPI/IF

RTX 5090 -

RTX 5090 -

CPU Socket 1

RTX 5090 -

RTX 5090 -

PCle Gen5 X 16
32GB/s (#[)

RTX 5090 -

RTX 5090 -

ConnectX-7

400 Gbps IB HCA
1 HCA/T=

S#REF0 GPU MELE, RTX R IKNEREEINEE

e PCle P2P: MREEF

9 CPU / £77

e GPUDirect RDMA: mla‘l 1=.,E1CPU (k% P2P TIL1E)

Puro-2B Technical Report - 2026 FFRZ{4iEIE




AUt 3/ MHZRE: P2P

B FFIEIREhFTH P2P 255

WBIIE: https://github.com/aikitoria/open-gpu-kernel-modules
AT BERE |, iEE Ubuntu / Debian B9 DKMS IREhE]

31.5—-»56 32—111 14.3—>0.4

BHHRE - GB/s WEHE - GB/s BfSHER - ps

NCCL AllReduce (busbw)

8 GPUs | TR Before 14.75 GB/s
| After 27.34 GB/s

4 GPUs / Socket Before 16.33 GB/s
| After 46.31 GB/s
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Aarigit 4 [ 4324 GDR

EE&t CUDA ¥TFF GPU DirectRDMA X ¥F

Before - staged through host memory After - GDR Enabled
6pu "Cle Host PCleyic 1By ¢ PClenost PClegpy, pu P nic 1B nic PCl® gy
1 RAM 1 2 RAM 2 1 1 2 2
88 Codex @i, . THT 8.87 — 19.93

Eeﬁég{yﬁgaﬂ libcuda.so EPEI‘J_/P?%EDEJ 24-GPU AllReduce - busbw (GB/s)

3 servers - 400 Gbps InfiniBand

Puro-2B Technical Report - 2026 FFRZ{4iEIE

11



ARt S / FP8

BRI

BF16 Block scale

input / weight act:1X128
weight: 128 X128

"% BF16 Embedding - RMSNorm / residual -

2 DeepSeek 1Y FPS Big5

E4M3

MXFP8 path
power-of-two scale

FP8 GEMM

Fprop / Dgrad /
Wgrad

BF16

module output

FlashAttention/SDPA - LM head - pipeline activations

gradient accumulation / reduction - master weights - optimizer states - MuonH state

Puro-2B Technical Report - 2026 FFRE{4iEIE

12



#4tigit 6 / FP8

[RE FP8 RYSERRUR =S

3.0 o

FP8 - BF16 loss (10~)

98.0%
BF16-ZiitHE

98.0% BF16-equivalent compute
retained from shared-shape fit

0.17B 0.33B 0.60B 1.09B 1.70B
o]
B 14 1.36x 1.34x
o
=
£ 15
[ N -
£ AINELL
[y
Z 1.00x
= 10
L)
o

T T T
BF16 blockwise FP8 Quality-adjusted
baseline 1.7B proxy blockwise FP8§
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1.36 X

HLINELL

0.0031-0.0039

validation-loss Z&%
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Raigit 7/ HITHRE

HITZR R EERE

L FRBE M RE rank ordering: PP-DP, it PP4ARE
N BB1E socket Ko
DP ReduceScatter / = BEERTE
1, =1

AllGather optimizer /A MBS =2: BY FP8 kernel roofline &1k
PP stage boundary = 18 PP group IIEE =, HRDFBERF.

hidden states = 1THY GPU

e W FRIB LA LM head stage ‘% Transformer
. e-on [ ; timi tat -

T |@EEEcolectve | |TCONYIRERAT | e opimiersote Amemory

R, JAFRAKEY, LM head B9 BF16 itH&31%iEZ 1 FP8 Transformer layer,

Eitt PP REEFIITIE, REKERHTEESAFENSGEEE.

Puro-2B Technical Report - 2026 FFR& {481

14



Aiigit 8 | £-EE

M 24 k% 96 k

Phase TokilGPUs TP/PP/DP PPlayout  GBS/MBS NIC/Gbps pi‘O%/*/C

Phasel [439B |24 1/2/12 (18]10) 1536/2 400 238

Phase2* |961B |96  [1/4/24  [(9]9]9]1) |1536/2 |200 192

73% [18 | 10]

Phase 1 Zff MFU —PBiER PP A &9 —FiE& PP fa &t

* RETTE R TIREE MG E SRR
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BhiE 1 | EhiENIRR

WIERERHERE B3

SFT / instruction

C";{}f Code  13%
7.9% 11.5%
Chinese ‘
9.4%-‘

Phase 2
938B

Phase 1 {rR¥F4R & &; Phase 2 BERAHF S5%RiTEE

__English

Phasel - 439B

English 73.2%
Math 7.2%
Chinese 11.7%
Code 7.9%

Phase 2 - 938B

Math T 18.3%
Code T 11.5%
SFT /instruction 1.3%
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#44% 2 / PROXY BENCHMARKING

ill4R¥x3Bi%#E: Proxy Benchmarking

Candidate sources

5-50B tokens
or no usable score

Source-local score order

0% 25% 50% 75%

100% data slices

—

Large + scored q00  [48] | |
"| > BOB tokens
IR —

q50 | E

q75 | [48]

— [ random 4B samp|E
—————— [——>| < 5B tokens
— ———————::;T- skip ::i::i:_

!

Qwen3-0.6B checkpoint
4 > 100%

86B base tokens 0

base replay

1,600 2,000
2,000-step proxy continuation
=~ 8.4B tokens per condition

807%

20%

Evaluate

final
checkpoint
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Capability vector
GSMBK

MATH ——

MBPP  —
HumanEval

C-Eval D

WinoGrande

0.6B

shared proxy model

Qwen3 architecture

8.4B

tokens / condition
2,000 steps

T RIS 4 X E
RTEEHERVECLE
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WIERERRE 2 | CMA $RIEEIR

I EIEHER : iR12F S (Curriculum)

lower score higher score
-

376 score-ranked slices

Component A [4, 4, - . ...-
scored

o BURERNIRIIHF, HiR

376 randomly ordered slices AT EE BT 5
Component B [BlE B - o RE IR HINIERIR
unscored F (GR1E)
; - ; . TIRE Y IHA
ComponentN [N N, - |\ e ..-
scored J, /

Y

Phase 2 slice k
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'l

S S22 : MuonH + AdamWw

Model-level validation loss Relative-update schedules
5.5 4
— MuonH (3.0288) 5y = = MuonH prescribed p;
. !
50 Muon, aligned p, (3.0303) — :: Muon aligned p,
0 1 !
—— Muon, base LR (3.0733) ~ 4 -:'l ——- Muon base LR

S
g |
" 1

2 - 39!

=} [=% 1

— =1 1
e \
2 2
2 T~
< 1 e
o | b

14 Sl T~
_____________
--_-'—"“——-_:__.::'- -
T T T T 1 0 T T T T —==
0 1000 2000 3000 4000 5000 0 1000 2000 3000 4000 5000

Optimizer step

SWAR

Optimizer step

e Hyperball fL{t2345 15 ETH|
EkmE L, RHITEHAND
o IEHMERTEM, BAlgEF

RAANRERN T is
e FNENEFZFERREMARE

Weight decay =

attention / MLP matrices MuonH 0 10 X base schedule
embedding /norm /LM head / AdamW 0.1 base schedule
others
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RAEE . CMA IEF1Y

linear decay

Q
.
«
» resume at 218k
= constant-LR continuation o RiIFEFEIIXREK—>REBIIE
= s BFIR-MENEERFRERE
g . HE: SRIE, BFH

@ checkpoints ( equal-weight average @

Iteration
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[l RAsBEARRIFR S

1 H200 BF16 — RTX 5090 BF16
35 =3 MuonH BF16 — MuonH blockwise FP8
’ 1 Muon blockwise FP8§ — MuonH blockwise FP8
Uniform recipe — curriculum/CMA recipe
3.0
o 2.77x
=
o
= & 25 2.40x
==
8 o
L 9
- ®
> 2.0
s g 48
v < 1.48x
s O 15 1.34x
E &
0P
1.0 — — —
0.5
0.0 —
Hardware Blockwise FP8 MuonH Joint Phase 2
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Puro-2B is Now Fully Open-Source!

THER EXin BesEin FRRE 715 S TR FKE K SeElX* PR3

e £4: hfco/thu-pacman/Puro-2B

e #&AY: hf.co/thu-pacman/Puro-2B-Base ¢ ModelScope [E%
e #UE: hf.co/thu-pacman/Puro-2B 5% ModelScope [F%

e f{F5: github.com/thu-pacman/Puro-Megatron

o R : https://arxiv.org/abs/2608.27370




